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Abstract - In this paper, we investigate the optimal Byzantine fault tolerance (BFT) design strategies 

from a game theoretical point of view. The problem of BFT is formulated as a constant-sum game 

played by the BFT system (defender) and its adversary (attacker). The defender resorts to replication to 

ensure high reliability and availability, while the attacker injects faults to the defender with the purpose 

of reducing the system’s reliability and/or availability. We examine current BFT solutions and propose 

a number of improvements based on our game theoretical study. 
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1.   Introduction 
Byzantine fault tolerance (BFT) has been of great interest to researchers in the past several decades. 

Its practical use was brought to horizon recently by Castro and Liskov’s through their seminal BFT 

replication algorithm [1]. To cope with long running BFT applications, additional mechanisms have 

been proposed [2,3]. On the other hand, game theory has been a vital tool in the field of economy and 

risk analysis [4], and it is gaining popularity as a tool to solve computer science problems [5], due to 

its strength in modeling uncooperative autonomous entities.   

In this paper, we present a study with the aim of finding optimal BFT strategies. Similar to its 

application to many other computer science problems, the game theoretical approach in this study is 

not to replace the traditional approaches, but rather, to compliment them. We note that the use of 

game theory for fault tolerance design is not new [5]. However, it was used in [5] to help design 

algorithms for non-cooperative, rational replicas to follow, whereas we focus on a two-player game 

consisting of the BFT system and its adversary. To our best knowledge, this is the first approach to 

BFT system design.  

2.   Game Formulation 

We consider two types of constant-sum games played between the BFT system (defender) and its 

adversary (attacker). In the first type (game I), the attacker is resourceful and aims to invalidate the 

assumptions needed for the defender to achieve the BFT safety property by compromising as many 

nodes as needed, and thus, ruining the integrity of the defender (which naturally shortens the 

reliability of the defender). In the second type of games (game II), the attacker is resource limited and 

intents to reduce the defender’s availability by attacking a single replica only once. In game I, the 

utility of the attacker is reliability reduction. In game II, the utility of the attacker is the availability 

reduction of the defender. Here, integrity refers to the correct and unaltered state of a system (i.e., the 

system provides correct services to its clients according to its specification) [6]. The reliability of a 
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system signifies the continuity of its service, often characterized by the mean-time-to-failure metric 

[6]. The availability refers to the fraction of time the service is made available to its clients [6].  

We make the following common assumptions for both games. The defender employs 3f+1 

replicas (each running on a separate node) coordinated by a BFT algorithm to tolerate f Byzantine 

faulty replicas. We assume that the hardware failure rate is negligible and all replica faults are results 

of the attacks from the attacker. All replicas are hardened to the same extend such that if the attacker 

attacks any one of the nodes, it has the same probability p to succeed. Furthermore, given enough time 

Ta, the attacker can always succeed in compromising the node attacked (i.e., p=1, if aTt ≥ ). Prior to 

an attack, the attacker can acquire all the information that the defender allows a client to know by 

impersonating a client or by intercepting the messages exchanged between the client and the defender. 

We assume that the attacker is not capable of launching other types of attacks.  

3.  Deriving Optimal Game Strategies 

Game I. Without additional defending mechanisms other than the BFT replication algorithm at the 

defender, the attacker could attack and compromise f+1 replicas to achieve its goal. Obviously, the 

defender can only operate correctly for a period of aTfT )1( +< . This problem has been addressed 

by a proactive recovery mechanism [2], where each replica is rebooted and subsequently recovered 

periodically with the correct code reloaded and correct state fetched from other replicas. Let the 

proactive recovery period be pr

wT . As long as a

pr

w TT < , and the compromised replica can be 

repaired by such a mechanism, the attacker cannot compromise the integrity of the defender (and 

hence, the reliability is not affected). Unfortunately, that might not be true under some types of 

attacks, as pointed out in [3], which calls for intrusion detection and the provisioning of additional 

spare nodes to substitute the unrepairable replicas. However, intrusion detection relies on the 

synchrony of the system, and therefore, it is vulnerable to attacks and cannot operate perfectly. A false 

positive would lead to an unnecessary replica substitution, and a false negative would render this 

scheme ineffective. As such, we propose to use proactive migration for long-running BFT systems. 

This scheme does not require the use of an accurate intrusion detector. 

Proactive migration takes place periodically with a period of pm

wT . When the migration timer 

expires at a replica, an idle replica is selected as a substitute and the new replica is brought up to date 

by a state transfer. The substituted replica is transferred to the idle replica pool for sanitization. To 

make a fair comparison between the utilities of proactive recovery and proactive migration, we keep 

the availability of the defender fixed. In proactive recovery, the availability of the defender prQ  can 

be estimated to be pr
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consecutive proactive recoveries. In proactive migration, the availability pmQ  is estimated to be 
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= . Therefore, to ensure 

the same availability, proactive migration can use shorter period than that for proactive recovery, 

which leads to higher robustness due to the reduced vulnerability window.  

Game II. To separate concerns, we ignore proactive recovery or proactive migration in this game. 

Let the initial timeout used for view change (basically the detection time for the primary failure) be 
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0T . For simplicity, we consider only the period between the attacker launching its attack and the end 

of the resulting view change, if one is to occur. If the attack does not result in a view change, there is 

no availability reduction. If the primary is known, the attacker attacks the primary directly, the result 

would be an availability reduction of )( 00 aTTT + . On the other hand, if the primary is not known, 

the attacker randomly chooses a replica to attack, the utility of the attacker is much smaller, as given 

by the expression: ))(13()()13(10)13(3 0000 aa TTfTTTTfff ++=+⋅++⋅+ . 

This observation reveals two shortcomings of the BFT replication algorithm described in [1]: (1) 

the primary identity is predictable because the algorithm always starts with view 0 and the primary 

selection rule is public and deterministic, and (2) it explicitly propagates the view number information 

to the clients and implicitly requires the clients to know the primary’s identity. To address (1), the 

defender can use a pseudo-random number generator to determine the initial view number and to 

select the primary for a new view. This can be achieved through a threshold signature scheme [7]. To 

address (2), the defender does not propagate the view information to its clients. Such information is 

not essential to ensure either safety or liveness of the replication algorithm. To send a request, a client 

can first send its request to a randomly selected replica, if there is no response until a timeout, it 

broadcasts its request to all replicas. A backup rebroadcasts a request if it does not receive the 

corresponding pre-prepare message from the primary within a short period of time. With these 

improvements, the defender’s utility (i.e., availability) can be increased from )(1 00 aTTT +−  to 

.))(13(1 00 aTTfT ++−  

4.   Conclusions 
This paper studies BFT design strategies from a game theoretical point of view. We formulated two 

types of games, one focusing on reliability and the other on availability of the BFT system. By 

hypothesizing the attacker’s optimal moves in each game, we developed more optimal approaches to 

safeguarding the integrity, reliability, and availability of the system than existing solutions. 
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