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Abstract: When sensor parameters cannot be directly measured, estimation of their
performance can be carried out using other plant variables that can be measured, so long
as they are correlated with the sensor parameters. The correlations can cause
computational difficulties. Well-established techniques exist for dealing with these
difficulties in the case where the relationship between the predictor variables and the
response variable is approximately linear, but for cases where the relationship is nonlinear,
the situation is less-well understood.

     This paper demonstrates that estimation of sensor performance in the nonlinear case
can be reliably achieved using elementary neural networks that are subjected to the
method of boosting. We first apply this method to a set of data from a nuclear power plant
(NPP) in Florida that has been widely studied elsewhere. We show that for this data,
which is close to linear, our boosting method provides estimates that are competitive with
those obtained using regularized linear models. We then consider a data set from a NPP in
the Netherlands where the relationship between predictor and response variables is
considerably nonlinear and show that the boosting method gives excellent estimates.

Key Words: inferential sensing, performance estimation, nonlinear data, neural networks,
boosting.

1. Introduction

Operating a power plant safely and economically requires state information which can be
obtained by instrumentation that measures critical plant parameters using sensor systems.
The accuracy of these sensor systems often cannot be directly measured and, unless it can
be inferred in some way, the sensors have to be taken out of service on a periodic basis for
calibration. For some critical sensors, the power plant has to be shut down in order for the
calibration to be carried out. This can be very expensive so that some form of inferential
sensing is preferable. In inferential sensing, the values of sensor readings are estimated
from system variables that are accessible during plant operation. Variables that can be
used to estimate sensor readings are generally highly correlated, causing vectors of such
variables to be highly collinear, creating difficulties in the estimation process. When the
relationship between the predictor variables and the response variable is linear (or nearly
so), these difficulties can be overcome by employing linear models with regularization, as
has been demonstrated elsewhere [1]. For cases where the relationship is nonlinear, good
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predictions can only be obtained by using some form of nonlinear model and, to the best
of our knowledge, this paper provides the first description of the application of such a
model to a problem where the predictor variables are highly correlated and their
relationship with the response variable is nonlinear.

In this paper we consider two sensor validation problems. For one of these a linear
model is appropriate and for the other, a nonlinear model is required. The first problem
concerns estimation of the condition of a venturi meter used to measure feedwater flow in
a nuclear power plant (NPP). This is an important problem because the flow rate is used in
the calculation of thermal power and so needs to be known accurately. Venturi meters are
used to measure the flow rate in most pressurized water reactors but over time they
gradually accumulate corrosion products and increasingly overestimate the rate of flow.
Our objective here is to estimate the drift in meter readings based upon measurements of a
set of predictor variables over time. The data for this problem come from an NPP in
Florida, USA and the relationship between the predictor variables and the flow rate is
reasonably linear. Drift prediction in this linear case can be carried out using regression
methods that incorporate regularization and this has been previously demonstrated for this
data set [2]. We compare the performance obtained in [2] with that obtained using the
machine learning method of boosting, applied to feedforward neural networks. Boosting
[3] provides a means of improving the performance of systems that learn from data and
the technique is explained in Section 2.2.

As we shall see, the machine learning method applied to the linear data set performs
competitively with the regularization methods. But importantly, the machine learning
method can be applied to nonlinear, as well as linear data and the paper goes on to
investigate how it performs on a nonlinear data set. A benchmark dataset from a European
NPP is available which has a significant nonlinear relationship between the electric power
it generates and the available predictor variables and we use this dataset to test the
machine learning methods. For this dataset there is no actual drift in the generated electric
power, so a suitable drift is artificially imposed. The effectiveness of our machine learning
methods in detecting this drift is then tested.

2. Methods used

The two sets of data were preprocessed along the lines described in [2]. That is, median
filtering was employed for the rejection of outliers and this was followed by range scaling.
After preprocessing, the data were assessed for collinearity. Such an assessment can be
carried out in a variety of ways using the matrix X of data vectors using measures such as
condition number and correlation coefficient [4]. Because no single measure is fully
reliable, we employed four different measures and, for both data sets, all four indicated
high collinearity. Thus, collinearity is reliably demonstrated.

The fact that the data are collinear means that the regression problem is ill-posed and
needs to be dealt with carefully. For instance, estimation of the regression coefficients
using ordinary least-squares involves inversion of the matrix XTX (see equation (1)
below) and this is a highly ill-conditioned matrix. The problem can be eased by using
some form of biased estimation, which reduces the degrees of freedom in the problem. A
well-known example is ridge regression [5] and another is principal component regression
[6]. All three of these methods were employed on the linear data set in [2]. In this paper,
we compare the performance obtained in [2] with that achieved by the machine learning
method of boosting. We then go on to apply all four methods to the nonlinear data set.
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We will now describe the methods used on the two data sets.

3.1 Linear methods
Only a brief description of the linear methods we use is given here because they are
generally quite well known.

In linear regression, we are concerned with a relationship of the form

y = Xb +  (1)

where y  is an n -vector of observations of the response variable and X  is an n×m matrix

made up of n  observations of m predictor variables. We seek the regression coefficients b
that minimize the vector of residuals . The ordinary least squares technique estimates
these regression coefficients  by the formula

yXX)(Xb 1 TT          (2)

Ridge regression eases the problem of inverting the ill-conditioned matrix XTX by
introducing a penalty term into the minimization process and this results in the addition of
small positive quantities to the diagonal of XTX so that (2) becomes

yXIXXb
T1T

)λ(  (3)

When we used ridge regression in this work, the regularization parameter  was
determined by the L-curve method [7] in which a plot is made of the residual

norm
2

yXb  against the solution norm
2

b  with the best  located at the “corner” of
this L-shaped plot.

Principal component regression addresses the ill-conditioning problem by replacing
the collinear variables with an orthogonal set. These are the principal components of the
vectors making up X and form a matrix we shall denote by P. The standard regression
model can be transformed by noting that because matrix P  is orthogonal, the term Xb

can be written αQbXPP T
, where Q = XP and bPα T . Equation (1) can then be

written εαQy  from which yQQQα T1T
)(   and the matrix inversion process is

now trivial because of the orthogonality of Q. Once α has been obtained, the solution to
the original regression problem is given by Pαb   which follows from the definition of
α  and the fact that P  is orthogonal.

3.2 The nonlinear method – boosting a neural network

The nonlinear method we employ uses an ensemble of elementary neural network
learning systems constructed using the method of boosting [3]. The elementary neural
networks are simple systems of the feedforward type, trained in the usual way by
backpropagation [8]. Details of the neural networks are given below.

Boosting was originally developed to improve the performance of pattern classifiers.
When boosting is applied to pattern classification, an ensemble of learning systems is
trained in sequence, using a probability distribution to select training examples (with
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replacement) from the training set. For the first learning system, examples used in training
are selected as a bootstrap sample from the available training data. That is, with n
examples available for training, a sample of size n is randomly selected, with replacement,
so that some examples are duplicated in the training set, and some are missing. Then, for
the second system, the procedure is modified so that the probability of selecting training
examples that were wrongly classified by the first system is increased. In this way, rather
more emphasis is placed on learning those examples that the first learning system
classified incorrectly. For subsequent systems in the ensemble, the procedure continues in
the same vein, ensuring that the examples that are proving more difficult to classify are
given increasing emphasis§. As the ensemble develops in this way, its classification
performance on a separate, validation set, continuously improves until the point where it
begins to overfit to the training data. Training is stopped just prior to this point and the
resulting ensemble generally gives state-of-the-art performance. For more details, see [3].

When applied to classification problems, the boosting algorithm operates according to
whether a learning system classifies an example correctly or incorrectly. Modification of
the algorithm for application to regression problems presents some difficulties because in
regression there is no simple right or wrong - the regression function can be wrong by a
small amount or by a large amount. The first methods developed for the application of
boosting to regression got around this difficulty by transforming the problem into one of
classification – see, for instance [9]. The first method for regression that closely parallels
the boosting method for classification was published in [10]. It had been shown in [11]
that the boosting method for classification could be considered as a form of gradient
descent on a cost function that measures the error made by the ensemble and which takes
the form of a weighted sum of exponentials. The method of [10] uses gradient descent on
a very similar cost function.

The cost function measures the error in the regression function implemented by the
ensemble of learning systems. As each new learning system is added to the ensemble, the
error on the training set is reduced and the cost function moves closer to its minimum. For
vectors of predictor variables xi and response variables yi (i = 1, . ., n) and for an ensemble
of T learning systems, the cost function takes the form
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implemented by learning system number t.

Equation (4) is a weighted exponential function of the regression error made by
learning system T. The weight wi,T is a measure of the error made by the earlier learning
systems 1,2, . . , T−1 in predicting the value of yi. Such weights are used in modifying the

§ This is not the only way to place emphasis on the difficult examples. An alternative is to
assign a cost to each example and vary the cost according to difficulty. With this
procedure, all training examples are used in each boosting round.



Sensor Validation in Nuclear Power Plant using the Method of Boosting 161

probability distribution used for selecting the training examples employed in the training
of learning system T (this is explained below). The coefficient cT in (4) is chosen so as to
minimize JT.

Figure 1: Pseudocode of the Procedure

A pseudocode listing of the procedure is given in Figure 1. In this listing, the learning
procedure is called Weaklearn to emphasise the fact that boosting generally performs best
when the learning systems used to build the ensemble are simple and have relatively weak
learning abilities. And this is the reason why we employed very elementary neural
networks as our learning systems. Details of these networks are given below when we
explain our experiments.

The listing in Figure 1 states that the initial (uniform) distribution is employed to
select the bootstrap sample of training examples from the available training data. These
examples are used to train the first learning system using “Weaklearn”, so on the first
iteration, we have t = 1. This system is only accepted for incorporation into the ensemble
if its overall regression error 1 is below a prespecified threshold . If it is not accepted,
the same learning system is retrained from a new starting point. Once training has been
completed satisfactorily, the parameter c1 that minimizes J1 is determined using a line
search. The probability distribution for selecting the training set for the second learning
system is then found using the steps in 3(iv).

1. Input:

 Train set examples ),(,(),,( ),2211 nn yyy xxx   with iy ;

 WeakLearn: a learning procedure that produces a hypothesis )(xtf

whose accuracy on the training set is judged according to tJ

2. Choose initial distribution niii wpp 1
1,1,1 )( x
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(i)    Call WeakLearn
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Iterations continue until overfitting is detected on a validation set. The final
regression function is then given by the expression in step 4 of the above listing. A more
detailed treatment of the method is given in [10].

3. The experiments

The first experiment was aimed at estimating the condition of a venturi meter using data
from measurable variables that correlate with feedwater flow. The relationship between
these predictor variables and the flow rate is reasonably linear in this case and a number of
experiments using linear models have previously been carried out on this problem [2]. We
applied a nonlinear model to the data employed in [2], first to establish that the model
could provide performance that was competitive with that obtained from the linear
models, and then to investigate performance of the nonlinear approach on a data set where
highly correlated predictor variables have a nonlinear relationship with the variable to be
estimated.

3.1 Linear data
The data set studied in [2] is taken from the Florida Power Corporation’s Crystal River
Nuclear Power Plant. Twenty-four variables that correlate strongly with feedwater flow
were employed as the predictor variables. The objective was not only to estimate the drift
in the feedwater flow sensor but also to address the ill-posedness created by the correlated
nature of the predictor variables. The predictor variables are mainly temperatures and
pressures but include other factors such as water levels and pump speeds (see [2] for
details). The data consist of 9601 samples recorded at 30-minute intervals for a period of a
little over 6 months of operation following full calibration of the venturi meter. For the
first few days of operation, the meter can be assumed to be operating correctly, and the
first 600 samples (about 12 and a half days) were used as training data.

Given 24 predictor variables and a single response variable, the neural network had
24 inputs and a single neural unit to provide the output. The network had three additional
neural units (“hidden” units) connecting the inputs to the output unit. All neural units had
sigmoidal characteristics. After the network has learnt a regression function from the first
600 data points, that function can be used to infer the true value of the feedwater flow for
the remainder of the measurement period. For the purposes of this paper, we will
concentrate on flow predictions at the very end of the measurement period.

Table 1 presents results for drift estimation obtained using our neural network (NN)
on its own (ie without boosting) and also using an ensemble of NNs generated by the
boosting process. Results obtained using the methods described in [2], namely ordinary
least squares (OLS), ridge regression (RR) and principal component regression (PCR) are
also included in the table. The term “drift” here refers to the difference between the true
flow rate and the flow rate indicated by the venturi meter. It is measured in kilopounds per
hour.

The results in Table 1 list mean values of drift estimates along with the standard
deviation in each case. These are means and standard deviations of the estimates from 50
regression functions generated by training on bootstrap samples selected from the 600
training examples. Use of the bootstrap technique was recommended in [2] to ensure that
the collinearity in the data does not lead to too great an instability in the results. No actual
figures were given for standard deviations in [2], so a set was computed in the thesis work
of one of the authors [12]. All the results in Table 1 are taken from [12].
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It can be seen from the table that mean drift values estimated by RR, PCR and the
boosting method are in very close agreement, but that the boosting method is rather less
stable on this collinear data set than are RR and PCR.

3.2 Nonlinear data

The second data set is from the Borssele NPP in the Netherlands which provided
benchmark data for SMORN-VII, the 7th Symposium on Nuclear Reactor Surveillance and
Diagnostics, held in Avignon, France, in 1995. The full set of data consist of a variety of
tasks and just one of these (task-a4) was employed in this experiment. In this case, we
seek to predict generated electric power (GEP) using 11 predictor variables that correlate
strongly with GEP. These 11 variables are mainly pressures, flow rates and temperature
differences (full details are given in [12]). The data consist of 1169 samples of which the
first 600 were employed as the training set. Unlike the data on feedwater flow dealt with
in the previous section, the GEP data do not contain any drift over time. Therefore, in
order to create a problem of drift estimation in this case, a drift of 5MWe (5 Megawatts
electrical) was artificially introduced into this data. Given that the predictor variables are
very strongly correlated with the response variable, insertion of this drift was quite
straightforward. The neural network for this data set had 11 inputs, 3 hidden units and one
output unit.

Table 2 presents results for drift detection using the same 5 methods as in the
previous section. As before, the values of mean and standard deviation were obtained
using 50 regression functions obtained from bootstrap samples of the training data.

Table 2: Drift Estimation Results for Linear Data

Mean Drift Standard Deviation
OLS
RR

PCR
NN without boosting

NN with boosting

7.10
8.61
7.62
5.96
5.03

0.35
0.18
0.27
1.24
0.06

The results in Table 2 show that the linear methods give poor estimates of the drift in
this case. On the other hand, the neural network with boosting gives a very accurate
estimate with excellent stability.

4. Concluding Remarks

In this paper we have investigated the problem of inferring sensor readings that are
unmeasurable from values of measurable variables that are highly correlated with the
sensor readings. For the feedwater flow problem, in which the relationship between the

Table 1: Drift Estimation Results for Linear Data

Mean Drift Standard Deviation
OLS
RR

PCR
NN without boosting

NN with boosting

41.88
39.58
39.41
40.41
39.31

6.18
0.29
0.15
6.95
2.29
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predictor variables and the response variable is linear, we found that linear models with
regularization were able to overcome the presence of high collinearity and to give more
reliable estimates of sensor readings than neural networks subjected to the method of
boosting. For the SMORN benchmark data, where the relationship between the predictor
variables and the response variable is nonlinear, the linear models performed poorly while
the boosting method performed extremely well.

This is not the first time that nonlinear models have been applied to the linear
problem of feedwater flow. In [13], feedforward neural networks were trained in various
ways to estimate the drift in venturi readings, and quite mediocre results were obtained. In
addition, in [14], a number of kernel methods were applied to the problem and although
this led to rather mixed results, those obtained using the support vector machine were
comparable with those obtained by our boosting method. This is unsurprising because
boosting and support vector methods have been shown, over a variety of machine learning
tasks, to give similar, state-of-the-art performance.

 It should be noted that models that can infer drift in the way described in this paper
can be combined with a technique such as the sequential probability ratio test [15] to
generate an alarm, if needed, for excessive drift. A description of an implementation of
such an alarm system is given in [12].
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